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Abstract	  
Propensity	  Score	  Analysis	  (PSA)	  was	  introduced	  by	  Rosenbaum	  &	  

Rubin	  (Biometrika,	  1983).	  Since	  then	  PSA	  has	  become	  one	  of	  the	  most	  
studied	  and	  frequently	  used	  new	  methods	  in	  sta7s7cs.	  Hundreds	  of	  
papers	  have	  been	  published,	  covering	  philosophy,	  sta7s7cal	  theory	  
and	  a	  wide	  variety	  of	  applica7ons	  (health,	  medicine,	  behavioral	  
sciences,	  biology,	  educa7on,	  economics,	  etc).	  Here	  I	  focus	  on	  

the	  background	  and	  logical	  founda7ons	  of	  PSA,	  as	  well	  as	  the	  key	  
ques7ons	  and	  basic	  forms	  of	  the	  analy7c	  method.	  Two	  data	  sets	  are	  

	  used	  to	  illustrate	  how	  the	  method	  works,	  how	  results	  might	  
effec7vely	  be	  interpreted,	  and	  what	  some	  of	  the	  key	  ancillary	  
ques7ons	  or	  issues	  are;	  several	  novel	  graphical	  methods	  are	  
demonstrated	  using	  freely	  available	  soOware	  in	  the	  form	  of	  R.	  



	   	  PSA	  owes	  its	  central	  ra7onale	  to	  the	  logic	  that	  underpins	  
the	  analysis	  of	  true	  experiments.	  In	  true	  experiments,	  units	  are	  
randomly	  allocated	  to	  the	  (two)	  treatment	  groups	  at	  the	  outset	  of	  
an	  experiment,	  that	  is,	  before	  the	  treatments	  begin.	  In	  the	  words	  
of	  Fisher,	  randomiza7on	  is	  the	  ‘reasoned	  basis	  for	  causal	  inference’	  
in	  experiments.	  Its	  role	  is	  to	  ensure	  that	  units	  allocated	  to	  each	  
treatment	  group	  do	  not	  differ	  systema7cally	  from	  one	  another	  on	  
any	  covariate.	  Randomiza7on	  supports	  causal	  interpreta7ons:	  If	  
the	  one	  group	  scores	  systema7cally	  higher	  than	  the	  other,	  then,	  
thanks	  to	  randomized	  alloca7on	  of	  units	  to	  treatments,	  this	  finding	  
can	  (with	  qualifica7ons*)	  be	  aWributed	  to	  the	  treatments,	  and	  not	  
other	  factors.	  	  	  *Three	  caveats	  are	  in	  order:	  1.	  Randomiza6on	  can	  
go	  awry	  in	  prac6ce,	  par6cularly	  when	  samples	  are	  not	  large;	  	  	  
2.	  Much	  depends	  on	  the	  details	  of	  how	  experiments	  were	  run;	  &	  
3.	  To	  say	  that	  ‘treatments	  caused	  the	  differences’	  is	  not	  to	  say	  that	  
one	  knows	  what	  feature(s)	  of	  the	  treatments	  had	  the	  noted	  effects.	  
We	  study	  the	  ‘effects	  of	  causes,’	  not	  ‘causes	  of	  effects’.	  	  	  



	   Observa1onal	  studies	  entail	  comparison	  of	  groups	  
that	  were	  not	  formed	  using	  randomiza1on;	  this	  means	  
that	  observa7onal	  studies	  carry	  with	  them	  a	  greater	  
likelihood	  for	  Selec1on	  Bias	  (SB).	  SB	  refers	  to	  systema7c	  
covariate	  differences	  between	  groups	  being	  compared,	  
differences	  that	  can	  confound	  aWempts	  to	  interpret	  
treatment	  differences	  when	  they	  are	  found.	  SB	  is	  the	  
central	  problem	  that	  propensity	  score	  analysis	  aims	  to	  
reduce,	  if	  not	  eliminate	  (usually	  -‐-‐	  but	  not	  always	  -‐-‐	  in	  the	  
context	  of	  observa7onal	  studies).	  
	   Three	  people	  have	  wriWen	  key	  ar7cles	  and	  books	  
that	  underpin	  propensity	  score	  methods:	  William	  Cochran,	  
his	  student	  Donald	  Rubin,	  and	  then	  his	  student,	  Paul	  
Rosenbaum.	  A	  review	  of	  one	  of	  Cochran’s	  reports,	  done	  40	  
years	  ago	  is	  worth	  brief	  examina7on.	  	  	  



	   Cochran	  (1968)	  studied	  death	  rates	  of	  smokers	  
and	  non-‐smokers.	  It	  had	  been	  found,	  when	  using	  
unstra7fied	  data,	  that	  death	  rates	  for	  smokers	  and	  non-‐
smokers	  were	  nearly	  iden7cal	  (evidence	  that	  many	  
smokers	  and	  manufacturers	  of	  tobacco	  products	  found	  
greatly	  to	  their	  liking).	  But	  Cochran	  decided	  to	  sort	  both	  
smokers	  and	  non-‐smokers	  by	  age.	  Following	  age-‐based	  
stra7fica7on	  he	  re-‐calculated	  death	  rates,	  only	  to	  find	  
that	  they	  were	  on	  average	  40	  -‐	  50%	  higher	  for	  smokers	  
than	  non-‐smokers	  -‐-‐	  and	  this	  was	  for	  very	  large	  samples.	  
Results	  of	  this	  kind	  represent	  early	  versions	  of	  what	  now	  
can	  be	  seen	  as	  propensity	  score	  analysis	  (a	  term	  that	  
gave	  nearly	  a	  million	  hits	  in	  a	  recent	  Google	  search!).	  
See	  the	  Rubin	  Expository	  paper	  for	  details.	  	  	  



	   Note	  that	  when	  there	  is	  only	  one	  confounding	  variable	  
(such	  as	  age,	  in	  Cochran’s	  case)	  in	  an	  observa7onal	  study	  then	  
mere	  stra7fica7on	  (of	  subgrouping)	  on	  that	  variable	  is	  likely	  to	  
work	  well	  when	  comparing	  two	  (or	  more)	  treatments	  with	  one	  
another.	  But	  this	  prospect	  is	  most	  unrealis7c;	  in	  general	  prac7ce	  
numerous	  covariates	  can	  confound	  interpreta7ons,	  and	  in	  such	  
cases,	  it	  can	  be	  especially	  difficult	  to	  account	  for	  confounding	  
effects.	  The	  key	  breakthrough	  came	  when	  Rosenbaum	  and	  Rubin	  
(1983)	  showed	  how	  to	  produce	  a	  single	  variable,	  a	  propensity	  
score,	  whose	  use	  could	  greatly	  simplify	  treatment	  comparisons	  in	  
observa7onal	  studies.	  They	  noted	  that	  condi7ons	  may	  exist	  where	  
treatment	  assignment	  Z	  (binary)	  is	  independent	  of	  poten7al	  
outcomes	  Y0	  &	  Y1	  ,	  condi7onal	  on	  observed	  baseline	  covariates,	  X.	  
That	  is,	  (Y(1),	  Y(0))	  ╨	  Z|X,	  if	  	  0	  <	  P(Z=1|X)	  <	  1.	  This	  condi7on	  was	  
defined	  as	  strong	  ignorability,	  which	  essen7ally	  means	  that	  all	  
covariates	  that	  effect	  treatment	  assignment	  are	  included	  in	  X.	  	  	  	  	  	  



	   These	  authors	  then	  went	  on	  to	  define	  the	  propensity	  score	  	  	  
e(X)	  (a	  scalar	  func1on	  of	  X)	  as	  the	  probability	  of	  treatment	  	  
assignment,	  condi1onal	  on	  observed	  baseline	  covariates:	  	  
	  	  	  	  	  e(X)	  =	  ei	  =	  Pr(Zi	  =	  1	  |	  Xi).	  	  
They	  then	  demonstrated	  that	  the	  propensity	  score	  is	  a	  	  
balancing	  score,	  meaning	  that,	  condi7onal	  on	  the	  propensity	  
score,	  the	  distribu7on	  of	  measured	  baseline	  covariates	  is	  similar	  
between	  treated	  &	  untreated	  (or	  treatment	  and	  control)	  	  
subjects.	  This	  means	  that	  (Y(1),	  Y(0))	  ╨	  Z|e(X),	  an	  analog	  of	  the	  	  
preceding	  expression.	  In	  effect	  we	  see	  that	  e(X)	  summarizes	  the	  
Informa7on	  in	  X.	  Again,	  they	  assume	  that	  strong	  ignorability	  holds.	  	  	  
	  	   In	  prac7ce,	  the	  preceding	  leads	  to	  an	  interest	  in	  es7ma7ng	  	  
the	  (scalar)	  propensity	  score	  from	  the	  (vector)	  of	  (appropriately	  
chosen)	  covariates,	  say	  X,	  so	  that	  comparisons	  of	  treatment	  
and	  control	  response	  score	  distribu7ons	  can	  be	  made,	  condi-‐	  
7onal	  on	  an	  es7mated	  propensity	  score.	  The	  most	  common	  	  
method	  for	  es7ma7ng	  e(X)	  entails	  use	  of	  logis7c	  regression	  (LR).	  	  	  	  	  	  



	   In	  prac7ce,	  there	  are	  two	  main	  stages	  or	  Phases	  of	  a	  
propensity	  score	  analysis.	  In	  Phase	  I,	  pre-‐treatment	  covariates	  are	  
used	  to	  construct	  a	  single	  variable,	  a	  propensity	  score,	  that	  
summarizes	  key	  differences	  among	  units	  (or	  respondents)	  with	  
respect	  to	  the	  two*	  treatments	  being	  compared.	  Generally	  the	  
fiWed	  values	  produced	  in	  logis7c	  regression	  are	  taken	  as	  es7mates	  
of	  propensity	  scores,	  the	  e(X)’s.	  (Several	  LR	  models	  may	  be	  tried.)	  	  
	   These	  e(X)’s	  are	  then	  used	  in	  Phase	  II	  in	  two	  main	  ways:	  	  
Units	  in	  the	  treatment	  and	  control	  groups	  are	  either	  matched	  or	  
stra7fied	  (sorted),	  and	  then	  the	  two	  groups	  are	  compared	  on	  one	  
or	  more	  outcome	  measures,	  condi1onal	  on	  these	  propensity	  
scores.	  For	  matching,	  the	  usual	  approach	  begins	  from	  selec7on	  of	  a	  
treated	  unit	  (individual)	  and	  tries	  to	  match	  that	  unit	  with	  a	  control	  
unit	  with	  a	  similar	  propensity	  score;	  in	  the	  case	  of	  stra7fica7on,	  
responses	  of	  units	  are	  compared	  within	  propensity-‐based	  strata.	  
Both	  methods	  are	  illustrated	  below.	  
	  	  	  *Except	  for	  some	  recent	  work,	  nearly	  all	  PSA’s	  to	  date	  have	  
focused	  on	  two	  group	  comparisons.	  



	   Data	  shown	  in	  the	  next	  slide*	  derive	  from	  an	  observa7onal	  study	  
by	  Morten,	  et.	  al	  (1982,	  Amer.	  Jour.	  Epidemiology,	  p.	  549	  ff);	  this	  entails	  	  	  	  
a	  rela7vely	  simple	  form	  of	  propensity	  score	  analysis.	  	  
	   Children	  of	  parents	  who	  had	  worked	  in	  a	  factory	  where	  lead	  was	  
used	  in	  making	  baWeries	  were	  matched	  by	  age	  and	  neighborhood	  with	  
children	  whose	  parents	  did	  not	  work	  in	  lead-‐related	  industries.	  Whole	  
blood	  was	  assessed	  for	  lead	  content	  to	  provide	  responses.	  Results	  shown	  
compare	  Exposed	  with	  Control	  Children	  in	  what	  can	  be	  seen	  as	  a	  paired	  
samples	  design.	  Conven7onal	  dependent	  sample	  analysis	  shows	  that	  the	  
(95%)	  C.I.	  for	  the	  popula7on	  mean	  difference	  is	  far	  from	  zero.	  The	  mean	  
of	  the	  difference	  scores	  is	  5.78,	  and	  the	  results	  support	  the	  interpreta7on	  
that	  parents’	  lead-‐related	  occupa7ons	  tend	  to	  influence	  how	  much	  lead	  is	  
found	  in	  their	  children's	  blood.	  	  
•  This plot is called a Propensity Score Assessment Plot and is produced by the function 
 granova.ds in R package granova (Pruzek & Helmreich, 2007). Note that the heavy  
  black line on the diagonal corresponds to X = Y, so if X > Y its point lies below the   
  identity diagonal. Parallel projections to the lower left line segment show the distribution 
  of difference scores corresponding to the pairs; the red dashed line shows the average  
  difference score, and the green line segment shows the 95% C.I. 





	   The	  graphic	  shows	  more,	  however.	  Note	  the	  wide	  dispersion	  of	  lead	  	  
measurements	  for	  Exposed	  children	  in	  comparison	  with	  their	  Control	  	  
counterparts.	  A	  follow-‐up	  to	  the	  main	  study	  showed	  that	  parental	  hygiene	  
differed	  largely	  across	  the	  baWery-‐factory	  parents,	  and	  the	  varia7on	  in	  
hygiene	  in	  large	  measure	  served	  to	  account	  for	  the	  dispersion	  of	  their	  
children’s	  lead	  measurements	  (a	  finding	  made	  possible	  because	  of	  the	  
authors’	  close	  aWen7on	  to	  detail	  in	  their	  data	  collec7on).	  Although	  	  
it	  is	  not	  certain	  that	  Control	  &	  Exposed	  children	  did	  not	  differ	  in	  	  
other	  ways	  (than	  age	  and	  neighborhood	  of	  residence)	  these	  data	  seem	  
quite	  persuasive	  in	  showing	  that	  working	  in	  a	  lead-‐based	  baWery	  factory	  
puts	  the	  workers’	  children	  at	  major	  risk	  for	  high	  levels	  of	  blood	  lead,	  except	  
when	  personal	  hygiene	  of	  the	  worker	  was	  ‘generally	  sa7sfactory’.	  	  
	   Rosenbaum	  (2002),	  who	  discusses	  this	  example	  in	  detail,	  uses	  a	  	  
sensi1vity	  analysis	  to	  show	  that	  the	  hidden	  bias	  would	  have	  to	  be	  	  
extreme	  to	  explain	  away	  differences	  this	  large.	  Sensi7vity	  analyses	  	  
can	  be	  essen7al	  to	  a	  wrap-‐up	  of	  a	  PSA	  study,	  but	  they	  are	  oOen	  
not	  completed.	  In	  summary,	  these	  observa7onal	  data	  provide	  useful	  
evidence	  to	  support	  causal	  conclusions	  about	  the	  specified	  treatments.	  	  



The next data set concerns the effects of mothers’ smoking on birthweight 
using a data set from the MASS library: birthwt. N = 189. (see ?birthwt) 
      The data used in the PSA study are summarized graphically here: 
     (Note that the ptl variate was converted to binary pt.1=ifelse(ptl>0,1,0) 
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Plot using Hmisc function datadensity for selected variables in birthwt data



Logistic regression was run as: 
bwt.lrr=glm(formula = smoke ~ age + lwt + factor(race) + pt.1 + ui,  
family = "binomial", data = birthwt) 
   The object ‘bwt.lrr’ provides both predicted values (logits) and fitted values,  
propensity score estimates. i.e., fitted(bwt.lrr) = e(x), the estimates of the 
probability of being a smoker based on this logistic regression. 
     The function display (arm package) gives these key results:  
glm(formula = smoke ~ age + lwt + factor(race) + pt.1 + ui, family = 
"binomial",  data = birthwt) 
                    coef.est  coef.se 
(Intercept)       1.94     1.05   
age                 -0.05     0.03   
lwt                  -0.01     0.01   
factor(race)2 -0.77     0.49   
factor(race)3 -2.05     0.42   
pt.1                 1.33     0.47   
ui                    0.24     0.48   
  n = 189, k = 7 
  residual deviance = 216.9, null deviance = 253.0 (difference = 36.2) 
(Other LR models, especially using interactions, may predict better) 
  Propensity score estimates based on this object are shown next, separated 
according to the two ‘treatment’ groups (smoke, non-smoke).  
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The following graphic (next page) is based on the function loess.psa from 
the package  PSAgraphics. Numerical summary results given first, here:  
loess.bwt2 = loess.psa(bwt/28.35, treatment=smoke,fitted(bwt.lrr),int=7) 
     $ATE   # average treatment effect (neg. sign  favors non-smokers) 
[1] -0.832       # i.e., on average babies born to women who smoke 
     $se.wtd     # were, after covariate adjustments, more than .8 lb. lighter. 
[1] 0.308 
    $CI95 
[1] -1.448 -0.216 
$summary.strata 
      counts.0 counts.1 means.0 means.1 diff.means 
1       24             3            6.42    6.44          0.0130 
2       22             5            6.43    6.24         -0.1896 
3       19             8            6.60    6.00         -0.6011 
4       17           10            6.90    5.99         -0.9064 
5       15           12            7.12    6.22         -0.8913 
6       12           15            7.22    6.32         -0.906 
7         6           21            7.36    5.86         -1.4980     
    $CI95   #range of values for population ATE that are reasonable 
[1] -1.448 -0.216            #in light of this analysis 
     NB: since total counts are same across strata, average of diff.means 
           values gives the ATE directly (-.832 lbs.) 
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The following graphic represents an alternative way to display Phase II  
PSA results, using only information from the (seven) defined strata. 
Study of such graphic in relation to the loess plot can help understand all 
results, without the ‘interference’ or busyness of the loess plot. Information is 
lost, but it may not be critical information. 
     First, the numerical results (and code) for the circ.psa operation: 
circ.bwt2 = circ.psa(loess.bwt2$summary.strat[,1:4],summary=T) 
    ----------------------------------------- 
circ.bwt2 
$summary.strata     #same as for loess.psa 
    $wtd.Mn.means.0 
       [1] 6.87 
    $wtd.Mn.means.1 
       [1] 6.15 
    $ATE 
     [1] -0.711 
  where again the metric used is birthweights in lbs. pounds. 
Multiply by (16*28.35 to get results in grams) 
   In the graphic, note the numbering of the strata, 1:7 more or less from the 
identity diagonal downward, as in left-to-right for loess plot. 
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Summary	  for	  PSA	  of	  Birthwt	  Data	  	  
Before	  adjustment	  (n=189:	  74	  of	  mothers	  smoked,	  115	  did	  not)	  
	  several	  covariates	  contributed	  to	  the	  es7ma7on	  (using	  LR)	  to	  the	  propensity	  

scores.	  The	  two	  histograms	  of	  the	  derived	  propensity	  scores	  showed	  a	  good	  
deal	  of	  overlap	  between	  the	  PS	  distribu7ons	  for	  smokers	  and	  non-‐smokers,	  
and	  this	  provided	  a	  basis	  for	  es7ma7on	  of	  the	  effects	  of	  smoking.	  Formally,	  
when	  this	  overlap	  condi7on	  exists,	  it	  is	  said	  that	  mutual	  support	  holds.	  	  	  	  

For	  the	  LR-‐based	  method,	  the	  loess	  regression	  plot	  shows	  the	  full	  range	  of	  
adjusted	  effect	  results;	  seven	  strata	  were	  defined,	  as	  these	  provided	  a	  basis	  
for	  es7ma7ng	  the	  ATE	  and	  for	  genera7ng	  the	  95%	  CI	  (that	  did	  not	  span	  zero).	  

	  	  	  	  	  	  The	  plot	  and	  these	  inferen7al	  sta7s7cs	  show	  notably	  lower	  birth	  weights	  for	  
babies	  born	  to	  mothers	  who	  smoked	  than	  those	  who	  did	  not.	  This	  result	  is	  
based	  on	  PS	  adjustments.	  Compare	  the	  ATE	  with	  the	  unadjusted	  difference	  in	  
means,	  which	  was	  -‐.626	  (means	  of	  6.74	  and	  6.11	  for	  the	  two	  groups).	  But	  the	  
ATE	  fails	  to	  show	  the	  details	  shown	  by	  comparison	  of	  the	  loess	  curves	  in	  the	  
plot.	  Study	  the	  plot	  and	  the	  curve	  comparisons	  for	  details.	  	  

The	  graphical-‐visualiza7on	  func7ons	  (found	  in	  R	  package	  PSAgraphics)	  for	  PSA	  
provided	  clear	  images	  of	  the	  sizes	  and	  direc7on	  of	  treatment	  effects,	  and	  
helped	  to	  clarify	  the	  differences	  found	  for	  the	  different	  PSA	  methods.	  In	  
general,	  supposing	  that	  the	  available	  covariates	  accounted	  for	  most	  of	  the	  
selec7on	  bias,	  the	  results	  might	  be	  taken	  to	  imply	  causal	  effects	  of	  smoking	  
during	  pregnancy.	  (These	  data	  are	  about	  30	  years	  old,	  and	  the	  numbers	  of	  
mothers	  who	  smoke	  (in	  the	  U.S.)	  have	  dropped	  substan7ally	  in	  recent	  years.)	  	  



	   Since	  the	  foregoing	  are	  only	  two	  examples,	  we	  might	  go	  to	  	  
consider	  others:	  e.g.,	  comparing	  two	  behavioral	  regimes	  with	  one	  
another,	  two	  diets	  or	  two	  exercise	  plans;	  or	  two	  food	  supplement	  
schedules.	  
	   In	  many	  situa7ons	  it	  is	  either	  unethical	  or	  imprac7cal	  to	  use	  
randomiza7on	  to	  allocate	  individuals	  to	  treatment	  and	  control	  
groups	  (or	  simply	  to	  the	  treatments).	  In	  such	  cases,	  given	  that	  an	  
appropriate	  or	  ‘reasonable’	  set	  of	  covariates	  can	  be	  observed	  for	  
all	  units,	  propensity	  score	  methods	  can	  facilitate	  comparison	  of	  
treatments	  in	  a	  way	  that	  removes	  the	  notable	  effects	  of	  selec7on	  
bias.	  	   	  
	   The	  key	  requirement	  in	  such	  observa7onal	  studies	  is	  the	  
selec7on	  of	  covariates	  that	  are	  responsible	  for	  most	  of	  the	  
selec7on	  bias,	  and	  the	  use	  effec7ve	  numerical	  or	  graphical	  
(sta7s7cal)	  methods,	  preferably	  both,	  to	  make	  comparisons	  with	  
respect	  to	  	  appropriate	  outcome	  measures.	  	  	  


